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Chapter 1

Descriptive Statistics

• Statistics is the field of study concerned with the collection, analysis, and
interpretation of uncertain data.

• A population is the entire collection of objects or outcomes about which
information is sought.

• A sample is a subset of a population, containing the objects or outcomes
that are actually observed.

• A simple random sample of size n is a sample chosen by a method in
which each collection of n population items is equally likely to comprise
the sample, just as in a lottery.

• Elements are the entities on which data are collected. A variable (or fac-
tor) is a characteristic of interest for the elements. The set of measurements
obtained for a particular element is called an observation.

• The items in a sample are independent if knowing the values of some of
the items does not help to predict the values of the others. Note: Items in
a simple random sample may be treated as independent in many cases, the
exception occurs when the population is finite and the sample is more that
5% of the population.

• In many multisample experiments, the populations are distinguished from
one another by the varying of one or more factors or variables that may
affect the outcome. An experiment is controlled when the values of the
factors are under control of the experimenter.

• When a numerical quantity designating how much/many is assigned to each
item in a sample, the set of values is called numerical/quantitative. Or, if
sample items are placed into categories, the data is categorical/qualitative.

• The two most common summary statistics are the sample mean and the
sample standard deviation. The mean gives an indication of the center of
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CHAPTER 1. DESCRIPTIVE STATISTICS

the data, and the standard deviation gives an indication of how spread out
the data are.

• Outliers are points in a sample that are either much larger or much smaller
than the rest.

• The mode is the most frequently occurring value in a sample.

• Summary statistics are sometimes called descriptive statistics because they
describe the data.

• Statistical inference is the process of using data obtained from a sample
to make estimates and test hypotheses about the characteristics of a popu-
lation.

• With categorical data, each sample item is assigned a category, but numeri-
cal summaries are needed. The frequency for a given category is the num-
ber of sample items that fall into that category. The sample proportion is
the frequency divided by the sample size.

• A numerical summary of a sample is called a statistic

• A numerical summary of a population is called a parameter. Statistics are
often used to estimate parameters.

• A sample statistic is referred to as the point estimator of the corresponding
population parameter.

• A stem-and-leaf plot: Each item in a sample is divided into two parts,
a stem consisting of the leftmost one or two digits, and the leaf, which
consists of the next digit. Each line of the graph contains all of the sample
items with a given stem.

• A dotplot: For each value in the sample a vertical column of dots is drawn,
with the number of dots in the column equal to the number of times the
value appears in the sample. They are rarely used. The most common for
formal presentation are the histogram and boxplot.

• Frequency is the number of data points that fall into each class interval,
while the relative frequency is the frequency divided by the total number
of data points. The relative frequencies must sum to 1. The density is the
relative frequency divided by the class width. When all class widths are
equal, these three are proportional to each other.

• A crosstabulation is a tabular summary of data for two variables. The left
and top margin labels define the classes for the two variables.

• A histogram: Used to graphically represent frequency and relative fre-
quency of quantitative data. 1) Choose boundary points for the class in-
tervals. 2) Compute the frequency and relative frequency for each class.
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(Relative frequency is optional if the classes all have the same width). 3)
Compute the density for each class, according to the formula: Density=(Rel
freq.) / (Class width) (this is optional if the classes all have the same width).
4) Draw a rectangle for each class. If the classes all have the same width,
the heights of the rectangles may be set equal to the frequencies, rel freq,
or the densities. If the widths are not equal, the heights must be set to the
densities.

• A histogram is perfectly symmetric if its right half is a mirror image of its
left half. It is skewed to the right or positively skewed if it has a long
right-hand tale, similarly for being skewed to the left.

• The range is the difference between the largest and smallest values in a
sample.

• Quartiles divide the sample into quarters. A sample has three quartiles. To
find the quartiles, let n be the sample size, order the sample from smallest
to largest. The 1st quartile is in position 0.25(n + 1), if this is an integer,
then the sample value in that position is it. If not, say it equals 3.75, then
L25 is the position of Q1 it is in the 3nd position... Plus 0.75(number in
4th - number in 3rd position). The second quartile is the median, the third
quartile is similar, position 0.75(n+ 1). In general, the pth percentile of a
sample, position Lp, divides the sample so that nearly as possible p% of the
sample values are less than the pth percentile and (100 − p)% are greater.
Finding this number is similar, using (p/100)(n+ 1).

• The interquartile range, IQR is the difference between the third and first
quartile.

• A boxplot: 1) Compute the median and first and third quartiles of the sam-
ple. Indicate these with horizontal lines. Draw a vertical line to complete
the box. 2) Find the largest sample value that is no more that 1.5 IQR
above the third quartile, and the smallest sample value that is no more than
1.5 IQR below the first quartile. Extend vertical lines (whiskers) from the
quartile lines to these points. 3) Points more than 1.5 IQR above or below,
are outliers, plot individually.

• Data for which each item consists of more than one value is called multi-
variate data. When each item is a pair of values, it is bivariate, which can
be presented in a scatterplot.

• Let X1, . . . , Xn be a sample. The sample mean is X = 1
n

∑n
i=1Xi. The

population mean is denoted by µ. Let X1, . . . , Xn be a sample. The
weighted mean is given by X =

∑
wixi∑
wi

, where the wi are the weights.

• The sample variance is the quantity s2 = 1
n−1

∑n
i=1(Xi − X)2, note the

(n − 1). An equivalent formula, which can be easier to compute, is s2 =
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1
n−1

(∑n
i=1X

2
i − nX

2
)

A drawback to sample variance is that its units are
not the same as the units of the sample values, as they are squared. The
population variance is σ2 = 1

N

∑n
i=1(Xi − µ)2. The standard deviation is

the square root of the variance.

• Let X1, . . . , Xn be a sample. The sample standard deviation is the quan-

tity s =
√

1
n−1

∑n
i=1(Xi −X)2 An equivalent formula, which can be eas-

ier to compute, is s =

√
1

n−1

(∑n
i=1 X

2
i − nX

2
)

The deviations around

the sample mean tend to be a bit smaller than the deviations around the
population mean and dividing by n − 1 instead of n provides exactly the
right correction.

• The coefficient of variation indicates how large the standard deviation is
in relation to the mean. It is (s/x×100) or for population it is (σ/µ×100).

• If X1, . . . , Xn is a sample and Yi = a + bXi, where a and b are constants,
then Y = a+ bX .

• If X1, . . . , Xn is a sample and Yi = a + bXi, where a and b are constants,
then s2

Y = b2s2
X , and sY = |b|sX .

• If n numbers are ordered from smallest to largest then if n is odd, the sam-
ple median is the number in position n+1

2
. If n is even, the sample median

is the average of the numbers in positions n
2

and n
2

+ 1. The median is often
used as a measure of center of samples that contain outliers. Whenever a
data set has extreme values, the median is the preferred measure of central
location.
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Chapter 2

Probability

• An experiment is a process that results in an outcome that cannot be pre-
dicted in advance with certainty.

• The set of all possible outcomes of an experiment is called the sample
space for the experiment.

• A subset of a sample space is called an event. Note that ∅ is always an
event, as is the entire sample space. A given event is said to have occured
if the outcome of the experiment is one of the outcomes in the event.

• A helpful graphical representation of a multiple-step experiment is a tree
diagram.

• The union of two events A and B, denoted A ∪ B occurs whenever either
A or B (or both) occurs.

• The intersection of A and B, denoted A ∩B occurs whenever both A and
B occur.

• The complement of an event A, denoted AC occurs whenever A does not
occur.

• The events A and B are said to be mutually exclusive if they have not
outcomes in common. More generally their intersections are empty, or
they are disjoint.

• Do not confuse the notion of mutually exclusive events with that of in-
dependent events. Two events with nonzero probabilities cannot be both
mutually exclusive and independent.

• The probability of an event occurring is a quantitative measure of how
likely the event is to occur. Given an event A, the expression P (A) denotes
the probability that the eventA occurs. P (A) is the proportion of times that
event A would occur in the long run, if the experiment were to be repeated
over and over again.
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CHAPTER 2. PROBABILITY

• Some rules of probability: Let S be a sample space, then P (S) = 1. For
any event A, 0 ≤ P (A) ≤ 1. If A1, A2, . . . are mutually exclusive events,
then P (A1∪A2, · · · ) = P (A1)+P (A2)+ · · · . We have that P (AC) = 1−
P (A) and that P (∅) = 0. If A is an event containing outcomes O1, . . . , On,
that is, if A = {O1, . . . , On}, then P (A) = P (O1)+P (O2)+ · · ·+P (On).
If S is a sample space containing N equally likely outcomes, and if A is
an event containing k outcomes, then P (A) = k

N
. In general, we have the

Addition Law: P (A ∪B) = P (A) + P (B)− P (A ∩B).

• The Fundamental Principle of Counting: Assume that k operations are
to be performed. If there are n1 ways to perform the first operation, and if
for each of these ways there are n2 ways to perform the second operation,
and if for each choice of ways to perform the first two operations there are
n3 ways to perform the third operation, and so on, then the total number of
ways to perform the sequence of k operations is n1n2 · · ·nk.

• A permutation is an ordering of a collection of objects. The number of per-
mutations of a collection of n objects is n! = n(n−1)(n−2) · · · (3)(2)(1),
read ’n factorial’. The number of permutations of k objects chosen from
a group of n objects is n!

(n−k)!
. This can also be written as nk = n(n −

1) · · · (n− k + 1) read as ’n falling power k’. (why do mathematicians not
know this??). Sometimes is denoted nPk.

• In some cases, we do not care about order. Each group of objects that can
be selected, without regard to order, is called a combination. This can be
found by dividing the number of so many permutations, by the number of
specific permutations, written as

(
n
k

)
= n!

k!(n−k)!
, read as ’n choose k’.

• The number of ways of dividing a group of n objects into groups of k1, . . . , kr
objects, where k1 + · · ·+ kr = n is n!

k1!···kr! .

• A probability that is based on a part of a sample space is called a condi-
tional probability. Let A and B be events with P (B) 6= 0. The con-
ditional probability of A given B is P (A|B) = P (A∩B)

P (B)
. Notice that

the event B now becomes the sample space. The Multiplication Law:
P (A ∩B) = P (A)P (B|A) = P (B)P (A|B).

• Two events A and B are independent if the probability of each event re-
mains the same whether or not the other occurs. In symbols, if P (A), P (B) 6=
0, thenA andB are independent if P (B|A) = P (B), equivalently, P (A|B) =
P (A). If either P (A) = 0 or P (B) = 0, then A and B are indep. In most
cases, the best way to determine whether events are independent is through
an understanding of the process that produces the events.

• Events A1, . . . , An are called exhaustive when their union covers the sam-
ple space.
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• Law of Total Probability: If A1, . . . , An are mutually exclusive and ex-
haustive events, andB is any event, then P (B) = P (A1∩B)+· · ·+P (An∩
B). Equivalently, if P (Ai) 6= 0 for eachAi, then P (B) = P (B|A1)P (A1)+
· · ·+ P (B|An)P (An).

• Sometimes problems can be solved with a tree diagram, the primary branches
correspond to probabilities (which all add up to 1) and the secondary branches
off each primary branch sum up to 1.

• If A and B are two events, often P (A|B) 6= P (B|A). Bayes’ rule pro-
vides a formula that allows us to calculate one of the conditional prob-
abilities if we know the other one. Bayes’ Rule: Special case: Let A
and B be events with P (A) 6= 0, P (AC) 6= 0, and P (B) 6= 0. Then
P (A|B) = P (B|A)P (A)

P (B|A)P (A)+P (B|AC)P (AC)
. General case: Let A1, . . . , An be mu-

tually exclusive and exhaustive events with P (Ai) 6= 0 for each Ai. Let B
be any event with P (B) 6= 0. Then P (Ak|B) = P (B|Ak)P (Ak)∑n

i=1 P (B|Ai)P (Ai)
.

• A random variable assigns a numerical value to each outcome in a sample
space, it is customary to denote them with uppercase letters. It is often use-
ful to think of a value of a random variable as having been sampled from
a population. When an experiment has numerical outcomes, the outcomes
are the random variable. A random variable is discrete if its possible values
form a discrete set. A random variable X is often written in words, and a
lower case, say ’x’ is a value that the random variable can take. The list
of possible values along with the probabilities of each, provide a complete
description of the population from which X was drawn, called the proba-
bility mass function. It is the function p(x) = P (X = x). It is sometimes
called the probability distribution. The cumulative distribution func-
tion specifies the probability that a random variable is less than or equal
to a given value, so F (x) = P (X ≤ x) =

∑
t≤x p(t). We also have that∑

x p(x) = 1 summed over all values of X .

• The population mean of a discrete random variable X , often called the
expectation or expected value is denoted by µX or E(X). It is given
by µ =

∑
x xP (X = x) where the sum is over all values of X . It is

the horizontal component of the center of mass of the probability mass
function.

• The variance of a discrete random variableX is σ2
X =

∑
x(x−µX)2P (X =

x) or also σ2
X =

∑
x x

2P (X = x)−µ2
X , often denoted as V (X). The stan-

dard deviation is the square root of the variance: σX =
√
σ2
X .

• A data value with a z-score less than -3 or greater than +3 might be consid-
ered an outlier.

• A random variable is continuous if its probabilities are given by areas un-
der a curve. The curve f(x) is called a probability density function for
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the random variable, or also the probability distribution. We have that
P (a ≤ X ≤ b) = P (a < X < b) =

∫ b
a
f(x) dx. In addition, P (X ≤ b) =

P (X < b) =
∫ b
−∞ f(x) dx and P (X ≥ a) = P (X > a) =

∫∞
a
f(x) dx.

Also,
∫∞
−∞ f(x) dx = 1. The cumulative distribution function of X is

the function F (x) = P (X ≤ x) =
∫ x
−∞ f(t) dt.

• Let X be a cont. random variable with pdf f(x). Then the mean, E(X)
or µ of X is given by µX =

∫∞
−∞ xf(x) dx. The variance of X is σ2

X =∫∞
−∞(x− µX)2f(x) dx or also σ2

X =
∫∞
−∞ x

2f(x) dx− µ2
X . The standard

deviation is σX =
√
σ2
X .

• The median ofX is the point xm that solves the equation F (xm) = P (X ≤
xm) =

∫ xm
−∞ f(x) dx = 0.5. The pth percentile is the point xp that solves

F (xp) =
∫ xp
−∞ f(x) dx = p/100.

• The covariance for samples is sxy =
∑

(xi−x)(yi−y)
n−1

while the covariance
for the population is σxy =

∑
(xi−µx)(yi−µy)

N
. In other words Cov(x, y) =

µ(xi−µx)(yi−µy). The correlation coefficient for samples is rxy = sxy
sxsy

and
for populations is ρxy = σxy

σxσy
. Values near +1 are strong positive relation-

ship, near -1 is strong negative relationship and near 0 a weak relationship.

• Chebyshev’s Inequality: Let X be a random variable with mean µX and
standard deviation σX . Then P (|X − µX | ≥ kσX) ≤ 1

k2
. This provides a

bound on the probability that a random variable takes on a value that differs
from its mean by more than a given multiple of its standard deviation. At
least (1− 1/k2) of the data values must be within k standard deviations of
the mean, where k is any value greater than 1.

• If X is a random variable and b is a constant, then µX+b = µX + b, σ2
X+b =

σ2
X , µaX = aµX , σ2

aX = a2σ2
X , σaX = |a|σX . In general: µaX+b = aµX+b,

σ2
aX+b = a2σ2

X , and σaX+b = |a|σX .

• IfX1, . . . , Xn are random variables, then the mean of the sum is µX1+···+Xn =
µX1 + · · ·+ µXn . Also, µaX+bY = aµX + bµY .

• Two random variables are independent if knowledge concerning one of
them does not affect the probabilities of the other.

• The notation X ∈ S means that the value of the random variable X is in
the set S. If X and Y are independent random variables, and S and T are
sets of numbers, then P (X ∈ S and Y ∈ T ) = P (X ∈ S)P (Y ∈ T ).

• If X and Y are independent random variables, then σ2
X+Y = σ2

X−Y =
σ2
X + σ2

Y .

• If X1, . . . , Xn is a simple random sample, then X1, . . . , Xn may be treated
as independent random variables, all with the same distributions.
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• If X1, . . . , Xn is a simple random sample from a population with mean µ
and variance σ2, then the sample mean X is a random variable and is the
linear combinationX = 1

n
X1 + · · ·+ 1

n
Xn. We have that µX = µ, σ2

X
= σ2

n
and σX = σ√

n
.

• For parameter µ, has estimator x, with standard error σ√
n

.

• When two or more random variables are associated with each other in a
population, the random variables are said to be jointly distributed. If all
the variables are discrete, they are said to be jointly discrete, and if con-
tinuous, are jointly continuous. We say that the random variables X and
Y are jointly continuous if their probabilities are found by integrating a
function in two variables.

• In the discrete case, the joint probability mass function is p(x, y) =
P (X = x and Y = y). The marginal probability mass functions of
X and Y can be obtained as follows: pX(x) = P (X = x) =

∑
y p(x, y)

and pY (y) = P (Y = y) =
∑

x p(x, y). Also, we have
∑

x

∑
y p(x, y) = 1.

• In the continuous case, with jpdf f(x, y) then P (a ≤ X ≤ b and c ≤
Y ≤ d) =

∫ b
a

∫ d
c
f(x, y) dy dx. Also, f(x, y) ≥ 0 for all x, y and∫∞

−∞

∫∞
−∞ f(x, y) dy dx = 1. The marginal density functions are fX(x) =∫∞

−∞ f(x, y) dy and fY (y) =
∫∞
−∞ f(x, y) dx.

• Let X and Y be random variables with means µX and µY . The covari-
ance of X and Y is Cov(X, Y ) = µX−µX)(Y−µY ). An alternate formula is
Cov(X, Y ) = µXY − µXµY . It measures the linear relationship of X and
Y .

• Let X and Y be jointly distributed random variables with standard devia-
tions σX and σY . The correlation between X and Y is denoted ρX,Y and
is given by ρX,Y = Cov(X,Y )

σXσY
. We always have −1 ≤ ρX,Y ≤ 1. This is

like covaraince but unitless. Also, Cov(X,X) = σ2
X and ρX,X = 1. If

Cov(X, Y ) = ρX,Y = 0, then X and Y are said to be uncorrelated. If X
and Y are independent, then X and Y are uncorrelated.

• A measured value is a random variable with mean µ and standard devia-
tion σ. The bias in the measuring process is Bias = µ− true value. The
uncertainty in the measuring process is σ. The smaller the bias, the more
accurate the measuring process, and the smaller the uncertainty, the more
precise the process.
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Chapter 3

Distributions

• Statistical inference involves drawing a sample from a population and an-
alyzing the sample data to learn about the population. Often, one has ap-
proximate knowledge of the probability mass/density function of the pop-
ulation. In these cases, the function can often be approximated by one of
several families of curves/functions. Statistical inference relies on making
assumptions about the way data is distributed, transforming data to make it
fit some known distribution better.

• A simple random sample of size n from a finite population of size N is
a sample selected such that each possible sample of size n has the same
probability of being selected.

• The sampling distribution of x is the probability distribution of all possi-
ble values of the sample mean x. In this case, x is a new random variable
and can take on many values. The expected value of x is µ. When the
expected value of the point estimator equals the population parameter, we
say the point estimator is unbiased. Both x and p are unbiased.

• Recall that a finite population is treated as being infinite if n/N < .05. We
call σx the standard error of the mean. We have σx = σ√

n
.

• When the population has a normal distribution, the sampling distribution
of x is normally distributed for any sample size. In most applications, the
sampling distribution of x can be approximated by a normal distribution
whenever the sample is size 30 or more.

• The sampling distribution of p is the probability distribution of all pos-
sible values of the sample proportion p. The expected value is p. The

standard error of the proportion is σp =
√

p(1−p)
n

.

• An experiment/trial that has only two outcomes, call them success and fail-
ure, with the probability of success being p and for failure being 1 − p is
called a Bernoulli trial with success probability p. For any Bernoulli trial,
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we define a random variable X as follows: if the experiment results in suc-
cess, then X = 1, otherwise X = 0. Thus X is a discrete random variable
with probability mass function p(x) defined by p(0) = P (X = 0) = 1− p
and p(1) = P (X = 1) = p. X is said to have the Bernoulli distribution
with parameter p. The notation is X ∼ Bernoulli(p). We have that µX = p
and σ2

X = p(1− p). If a total of n Bernoulli trials are conducted, each one
being independent, with the same success probability p, then letting X be
the number of success in the n trials, X has the binomial distribution with
parameters n and p, X ∼Bin(n, p). Assume that a finite population con-
tains items of two types (success/failure) and that a simple random sample
is drawn from the population. If the sample size is no more than 5% of
the population, the binomial distribution may be used to model the num-
ber of successes. If X ∼ Bin(n, p), the probability mass function of X is
p(x) = P (X = x) =

(
n
x

)
px(1 − p)n−x for x = 0, 1, . . . , n, otherwise 0.

The mean and variance are given by µX = np and σ2
X = np(1− p).

• Sometimes we do not know the success probability p with a Bernoulli trial,
we estimate it by computing the sample proportion p̂ = ( number of successes )

( number of trials )
=

X/n. The ’hat’ indicates an estimate. Also, p̂ is unbiased, and the uncer-

tainty of p̂ is σp̂ =
√

p(1−p)
n

. We substitute p̂ for p since p is unknown.

• The Poisson distribution is an approximation to the binomial distribution
when n is large and p is small. When this is the case, the mass function
depends almost entirely on the mean λ = np. If X ∼ Poisson(λ), then X
is a discrete random variable whose possible values are the non-negative
integers, the parameter λ is a positive constant, and the probability mass
function ofX is p(x) = P (X = x) = e−λ λ

x

x!
if x is a non-neg int, otherwise

0. The mean and variance are µX = λ and σ2
X = λ. Let λ denote the mean

number of events that occur in one unit of time or space. Let X denote the
number of events that are observed to occur in t units of time or space. Then
if X ∼ Poisson(λt), we estimate the rate λ with λ̂ = X/t. λ̂ is unbiased
with uncertainty σλ̂ =

√
λ/t.

• Assume that a sequence of indep. Bernoulli trials is conducted, each with
the same success probability p. Let X represent the number of trials up
to and including the first success. Then X is a discrete random variable,
which is said to have the geometric distribution with parameter p, soX ∼
Geom(p), and the probability mass function is p(x) = P (X = x) = p(1−
p)x−1 for x = 1, 2, . . . and 0 otherwise. Also, µX = 1/p and σ2

X = (1 −
p)/p2.

• The normal distribution also called the Gaussian distribution is the most
commonly used distribution, it is continuous, and the probability density
function of a normal random variable with mean µ and variance σ2 is given
by f(x) = 1

σ
√

2π
e(x−µ)2/(2σ2). IfX is a random variable whose pdf is normal
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with mean µ and variance σ2, we write X ∼ N(µ, σ2). The mean and
variance of X are µX = µ and σ2

X = σ2. The normal pdf is often called the
normal curve, it is symmetric about µ, so that µ is the median as well as
the mean. For any normal population, about 68% is in the interval µ ± σ,
about 95% is in the interval µ ± 2σ, and about 99.7% is in the interval
µ ± 3σ. When dealing with normal populations, we often convert from
original units to standard units. They tell us how many standard deviations
an observation is from the population mean, called the z-score. If x is an
item sampled, its z-score is z = x−µ

σ
. The z-score is an item sampled from

a normal population with mean 0 and a standard deviation of 1, this normal
population is called the standard normal population. The proportion of a
normal population that lies within a given interval is equal to the area under
the normal pdf above that interval, thus integration. Almost always, we just
look up the area values on a standard normal table or z table. To find an
area under a normal curve, we convert to standard units, and use a z table.
Other areas can be calculated by subtraction or by using the fact that the
total area is 1. One important fact: samples from normal populations rarely
contain outliers.

• Let X ∼ N(µ, σ2), then aX + b ∼ N(aµ + b, a2σ2). Let X1, . . . , Xn be
independent and normally distributed with mean µ and variance σ2, then
X ∼ N(µ, σ

2

n
). Let X and Y be independent with X ∼ N(µX , σ

2
X) and

Y ∼ N(µY , σ
2
Y ), then X ± Y ∼ N(µX ± µY , σ2

X + σ2
Y ).

• Student’s t distribution with n−1 degrees of freedom, denoted tn−1: used
for finding confidence intervals, but when the sample size is small (n <
30). If X1, . . . , are independent, normally distributed random variables
with mean v and standard deviation σ, then t = x−µ

s/
√
n

is t-distributed with
v = n− 1 degrees of freedom.

• For data that is highly skewed, the lognormal distribution is often a choice.
If X ∼ N(µ, σ2) then the random variable Y = eX has the lognormal
distribution with parameters µ and σ2. If this is so, then the random vari-
able X = lnY has the N(µ, σ2) distribution. The pdf of a lognormal is
f(x) = 1

σx
√

2π
exp

(
− 1

2σ2 (lnx− µ)2
)

if x > 0, and 0 otherwise. The mean

and variance are given by E(Y ) = eµ+σ2/2 and V (Y ) = e2µ+2σ2 − e2µ+σ2 .
To compute the probabilities, take logs and then use the z table. Samples
from lognormal often contain outliers in the right-hand tail.

• The exponential distribution is sometimes used to model the time that
elapses before an event occurs, called a waiting time. The pdf with param-
eter λ > 0 is f(x) = λe−λx for x > 0 and 0 otherwise. If X ∼ Exp(λ),
the cumulative distribution function is F (x) = P (X ≤ X) = 1 − e−λx

for x > 0 and 0 otherwise. Also, µX = 1/λ and σ2
X = 1/λ2. If events

follow a Poisson process with rate parameter λ, and if T represents the

13



CHAPTER 3. DISTRIBUTIONS

waiting time from any starting point until the next event, then T ∼ Exp(λ).
The Lack of Memory Property: If T ∼ Exp(λ), and t, s are positive, then
P (T > t+ s|T > s) = P (T > t).

• The pdf of the continuous uniform distribution with parameters a and b
is f(x) = 1

b−a for a < x < b and 0 otherwise. The pdf is constant on the

interval (a, b). Let X ∼ U(a, b), then µX = a+b
2

and σ2
X = (b−a)2

12
.

• The gamma function for r > 0 is Γ(r) =
∫∞

0
tr−1e−t dt with properties:

if r is an integer then Γ(r) = (r− 1)!, for any r we have Γ(r+ 1) = rΓ(r)
and Γ(1/2) =

√
π.

• The gamma distribution extends the usefulness of the exp distribution
in modeling waiting times. The pdf for parameters r, λ > 0 is f(x) =
λrxr−1e−λx

Γ(r)
for x > 0 and 0 otherwise. Notice that Γ(1, λ) = Exp(λ). Also,

if X ∼ Γ(r, λ), then µX = r/λ and σ2
X = r/λ2.

• If r = k/2 where k is a positive integer, the Γ(r, 1/2) distribution is called
the chi-square distribution with k degrees of freedom. If s2 is the variance
of a random sample of size n taken from a normal dist population with
variance σ2, then the statistic χ2 = (n−1)s2

σ2 is chi-squared distributed with
v = n− 1 degrees of freedom.

• A statistic that measures the closeness of expected Ei and observed Oi

values is the chi-square statistic: χ2 :
∑k

i=1
(Oi−Ei)2

Ei
. The larger the value

of χ2 the stronger the evidence against H0. To determine the P-value for
the test, we must know the null distribution of the test statistic, and when
the expected values are all sufficiently large (all exp values are ≥ 5), a
good approximation is the chi-square distribution with k − 1 degrees of
freedom, denoted χ2

k−1.

• Statistics that have an F distribution are ratios of quantities, therefore has
two values for the degrees of freedom, one for the numerator and one for
the denominator, the distribution is denoted Fv1,v2 .

• In general, a quantity calculated from data is called a statistic, and a statis-
tic that is used to estimate an unknown constant or parameter, is called a
point estimator.

• The Central Limit Theorem: Let X1, . . . , Xn be a simple random sample
from a population with mean µ and variance σ2. Let X = X1+···+Xn

n
be

the sample mean and Sn = X1 + · · · + Xn be the sum. Then if n is
sufficiently large, we have that X ∼ N(µ, σ

2

n
) approximately, and Sn ∼

N(nµ, nσ2) approximately. The CLM is by far the most important result in
statistics. It says that if we draw a large enough sample from a population,
then the distribution of the sample mean is approximately normal, no matter

14
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what population the sample was drawn from. This allows us to compute
probabilities for sample means using the z table, even though the population
from which the sample was drawn is not normal. Think of: draw many
samples of size n and compute each mean, the resulting collection would be
the population of sample means. For most populations, if the sample size
is greater than 30, the CLM approximation is good. In selecting random
samples of size n from a population, the sampling distribution of the sample
mean x can be approximated by a normal distribution as the sample size
becomes large.

• Normal approximation to the binomial: If X ∼ Bin(n, p) and if np > 10
and n(1 − p) > 10, then X ∼ N(np, np(1 − p)) approximately and p̂ ∼
N(p, p(1−p)

n
) approximately.

• Normal approximation to the Poisson: If X ∼ Poisson(λ), where λ > 10
then X ∼ N(λ, λ) approximately.
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Chapter 4

Confidence Intervals

• Since the population mean will not be exactly equal to the sample mean, it
is best to construct a confidence interval that is likely to cover the popula-
tion mean. We can then quantify our level of confidence that the population
mean is actually covered by the interval.

• Let α be a number between 0 and 1 and let 100(1−α)% denote the required
confidence level, and define zα/2 to be the z-score that cuts off an area of
α/2 in the right-hand tail. The middle 1− α of the area corresponds to the
interval µ± zα/2σX .

• Let X1, . . . , Xn be a large (n > 30) random sample from a population
with mean µ and sd σ so that X is approx. normal. Than a level 100(1 −
α)% confidence interval for µ is X ± zα/2σX where σX = σ/

√
n. When

the value of σ is unknown, it can be replaced with the sample standard
deviation s.

• In particular, X ± s√
n

is a 68% confidence interval for µ. X ± 1.645 s√
n

is
a 90% confidence interval for µ. X ± 1.96 s√

n
is a 95% confidence interval

for µ. X ± 2.58 s√
n

is a 99% confidence interval for µ. X ± 3 s√
n

is a 99.7%

confidence interval for µ. The level of confidence most used is 95%.

• Since the term ’probability’ refers to random events, it is incorrect to say
that the probability is 95% that µ is in an interval, so we say that we have
95% confidence. But it is correct to say that a ’method’ for computing a
95% confidence interval has probability 95% of covering the population
mean.

• Occasionally we are interested in a one-sided confidence bound, instead of
two. LetX1, . . . , Xn be a large (n > 30) random sample from a population
with mean µ and standard deviation σ, so that X is approx. normal. Then
level 100(1 − α)% lower/upper confidence bound for µ is given by X −
zασX andX+zασX respectively, where σX = σ/

√
n. When σ is unknown,

it can be replaced with s.

17
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• In particular, X + 1.28 s√
n

is a 90% upper confidence bound for µ. X +

1.645 s√
n

is a 95% upper confidence bound for µ. X + 2.33 s√
n

is a 99%

upper confidence bound for µ.

• Let X be the number of successes in n independent Bernoulli trials with
success probability p, so that X ∼ Bin(n, p). Define ñ = n + 4, and p̃ =
X+2
ñ

. Then a level 100(1−α)% confidence interval for p is p̃±zα/2
√

p̃(1−p̃)
ñ

.
If the lower limit is less than 0, replace it with 0, if the upper limit is greater
than 1, replace it with 1.

• The Traditional Method for Computing Confidence Intervals for a Propor-
tion: (widely used but not recommended): Let p̂ be the proportion of suc-
cesses in a large number n of independent Bernoulli trials with success
probability p. Then the traditional level 100(1 − α)% confidence interval

for p is p̂ ± zα/2

√
p̂(1−p̂)
n

. The method cannot be used unless the sample
contains at least 10 successes and 10 failures.

• If X is the mean of a large sample size, we can use the CLT and show that
(X−µ)/(σ/

√
n) then has a normal distribution with mean 0 and variance 1,

and s will be close to σ. But, If X is the mean of a small sample (n < 30),
then it might not be approximately normal. However, if the population is
approximately normal, then so is X . We can still use (X − µ)/(s/

√
n) but

since s is not necessarily close to σ, the quantity will not have a normal
distribution, instead, it has the student’s t distribution with n− 1 degrees
of freedom (one less than sample size), denoted tn−1. Use a t table to find
the probabilities.

• When the sample size is small, and the population is approximately normal,
we can use the Student’s t distribution to compute confidence intervals.
The confidence intervals are constructed as before, except the z-score is
replaced with a value from the Student’s t dist. The quantity X−µ

s/
√
n

has a
Student’s t dist, with n− 1 degrees of freedom.

• Let X1, . . . , Xn be a small random sample from a normal population with
mean µ. Then a level 100(1 − α)% confidence interval for µ is X ±
tn−1,α/2

s√
n

.

• If a small sample is taken from a normal population whose standard devi-
ation σ is known, do not use the Student’s t curve, use a z table. We again
get the confidence interval for µ of X ± zα/2 σ√

n
.

• Let X be a single value sampled from a normal population with mean µ.
If σ is known, then a level 100(1− α)% confidence interval for µ is X ±
zα/2σ.
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Chapter 5

Hypothesis Testing

• The null hypothesis H0, is a statement about a population parameter that
is assumed to be true until it is proven false. Think: Innocent until proven
guilty! The alternate hypothesisH1, is the very opposite. Think: person is
guilty. H0 can either be rejected or not rejected (think: guilty or not guilty),
but can never be shown to be true. Think: how do I show H1 that someone
is guilty?... I must have evidence to show that H0 is wrong, that the person
is not innocent.

• A hypothesis test produces a number (the P-value) between 0 and 1 that
measures the degree of certainty we may have in the truth of a hypothe-
sis about a quantity such as population mean or proportion. We begin by
assuming H0 is true (like assuming a defendant to be innocent), and the
sample will be the evidence. The P-value measures the plausibility of H0,
if it is sufficiently small, we may reject H0. We will compute the distri-
bution of X under the assumption that H0 is true, this is called the null
distribution. We then compute the P-value, which is the probability, under
the assumption that H0 is true, of observing a value of X whose disagree-
ment with H0 is at least as great as that of the observed value. We take as
the assumed value for µ the value closest to H1, so µ = µ0. Some peo-
ple use the ”5%” rule and reject H0 if P ≤ 0.05. The calculation of the
P-value is done by computing a z-score of X , so we call such a z-score a
test statistic. A test that uses a z-score as a test statistic is called a z test.

• In some cases it is easier to identify the alternative hypothesis first. In other
cases the null is easier. Many applications of hypothesis testing involve
an attempt to gather evidence in support of a research hypothesis (H1). In
such cases, it is often best to begin with the alternative hypothesis and make
it the conclusion that the researcher hopes to support. The conclusion that
the research hypothesis is true is made if the sample data provides sufficient
evidence to show that the null hypothesis can be rejected.

• We might begin with a belief or assumption that a statement about the value
of a population parameter is true. We then use a hypothesis test to challenge
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the assumption and determine if there is statistical evidence to conclude that
the assumption is incorrect. In these situations, it is helpful to develop the
null hypothesis first.

• If the claim has an equality in it, always assign that to H0, it’s that simple!

• Let X1, . . . , Xn be a large (n > 30) sample from a population with mean µ
and standard deviation σ. To test a null hypothesis of the formH0 : µ ≤ µ0,
H0 : µ ≥ µ0, or H0 : µ = µ0: then Compute the z-score z = X−µ0

σ/
√
n

. If
σ is unknown it may be approximated by s. Next compute the P-value
which is the area under the normal curve which depends on the alternative
hypothesis as follows: for H1 : µ > µ0, P-value is area to the right of z, if
H1 : µ < µ0 then P-value is area to the left of z, ifH1 : µ 6= µ0, the P-value
is sum of the areas in the tails cut off by ±z.

• The smaller the P-value, the more certain that H0 is false. The larger the
P-value, the more plausible H0 becomes. If P ≤ α, we say the result of the
test is statistically significant at the 100α% level, and the null hypothesis
is rejected at the 100α% level.

• In a one-tailed test, the equality always goes with the null hypothesis.

• The relationship between confidence intervals and hypothesis tests is very
close. The values contained within a two-sided level 100(1 − α)% con-
fidence interval for µ are precisely those values for which the P-value of
a two-tailed hypothesis test will be greater than α Select a simple random
sample from the population and use the value of the sample mean x to de-
velop the confidence interval for the population mean µ If the confidence
interval contains the hypothesized value µ0, do not reject H0. Otherwise,
reject H0. (Actually, H0 should be rejected if µ0 happens to be equal to one
of the end points of the confidence interval.) .

• Let X1, . . . , Xn be a sample from a normal population with mean µ and sd
σ, where σ is unknown. To test a null hypothesis of the form H0 : µ ≤ µ0,
H0 : µ ≥ µ0, or H0 : µ = µ0, compute the test statistic t = X−µ0

s/
√
n

, then
compute the P-value, which is an area under the Student’s t curve with n−1
degrees of freedom, which depends on H1 as follows: if H1 : µ > µ0 then
P-value is area to the right of t, for H1 : µ < µ0, then P-value is area to the
left of t, and if H1 : µ 6= µ0, then the P-value is the sum of the areas in the
tails cut off by ±t. If σ is known, the test statistics z = X−µ0

σ/
√
n

, and a z test
should be performed.

• The idea behind the hypothesis test is that if H0 is true, then the observed
Oi and expected Ei values are likely to be close to each other. A statistic
that measures the closeness is the chi-square statistic: χ2 :

∑k
i=1

(Oi−Ei)2
Ei

.
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The larger the value of χ2 the stronger the evidence against H0. To de-
termine the P-value for the test, we must know the null distribution of the
test statistic, and when the expected values are all sufficiently large (all exp
values are ≥ 5), a good approximation is the chi-square distribution with
k − 1 degrees of freedom, denoted χ2

k−1.

• Sometimes we want to test a null hypothesis that two populations have
equal variances, when both populations are normal, we can. Statistics that
have an F distribution are ratios of quantities, therefore has two values for
the degrees of freedom, one for the numerator and one for the denominator,
the distribution is denoted Fv1,v2 . The null distribution (the F distribution)
for the test statistic F = s2

1/s
2
2 is Fm−1,n−1. The number of degrees of

freedom for the numerator is one less than the sample size used to compute
s2

1, and similarly for the denom.

• If a decision is going to be made on the basis of a hypothesis test, there is
no choice but to pick a cutoff point for the P-value, the test is then referred
to as a fixed-level test. Such a value α is called the significance level of the
test. So choose a number 0 < α < 1, compute the P-value, and if P ≤ α,
reject H0. If P > α, do not reject H0. In a fixed-level test, a critical point
is a value of the test statistic that produces a P-value that is equal to α. The
region on the side of the critical point that leads to rejection is called the
rejection region, which the critical point also belongs to.

• Summary of Hypothesis tests:

1) Make assumption about population parameter (like µ or p), i.e., formu-
late hypothesis. Remember, the equality always goes with H0!

2) Suppose we have a left-tailed test (or a right-tailed) with H0 : µ ≥ µ0

and H1 : µ < µ0, (H0 : µ ≤ µ0 and H1 : µ > µ0 ). To give our test
the benefit of the doubt, we set (assume) that µ = µ0 so that out sampling
distribution of x has E(x) = µ0

3) Take a sample from the population and find the mean x. If this is far
enough away from µ0, then we will reject H0 : µ ≥ µ0, (H0 : µ ≤ µ0)
and conclude the opposite, H1 : µ < µ0 (H1 : µ > µ0). This should make
sense, as x should be close to µ0, if it’s not, then H0 is probably not true.
Now the question is, how do we know if x is far enough away from µ0?

4) There are two equivalent ways to answer this question, first pick a sig-
nificance level α. (This is the probability (area in tail) of rejecting H0 when
its actually true)
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– P-value: Find the P-value of x, this is the probability (area in tail) that
a sample mean is at least as far away from µ0 as x, in the respective
tail of test (or both tails for two tailed test). If P -value < α, then reject
H0.

– Critical value: Instead of comparing probabilities (areas), we compare
z-scores. For an area of α in the left tail (right tail), the corresponding
z-score is −zα (or just zα for right tailed). If the z-score of our x is
less than that (more than that), then our x is in that rejection region,
and we reject H0. For a two tailed test, if our test stat lies on either
side of −zα/2 or zα/2 then we reject H0 : µ = µ0.

• When conducting a fixed-level test at level α, there are two errors that can
happen. Type I error: Reject H0 when it is actually true. (punishing an
innocent person) Type II error: Fail to reject H0 when it is actually false.
(setting a guilty person free) The probability of a Type I error is never
greater than α.

• To compute the probability of making a type II error β:

1. formulate hypothesis
2. use the level of significance α and the critical value approach to deter-

mine the critical value and the rejection rule for the test.
3. use the rejection rule to solve for the value of the sample mean corre-

sponding to the critical value of the test statistic.
4. use the results from previous step to state the values of the sample

mean that lead to the acceptance of H0. These values define the accep-
tance region for the test.

5. use the sampling dist. of x for a value of µ satisfying the alt. hypoth,
and the acceptance region from previous step, to compute the prob that
the sample mean will be in the acceptance region. This prob is the prob
of making a type ii error at the chosen value of µ.

• The probability of making a Type I error when the null hypothesis is true as
an equality is called the level of significance. Applications of hypothesis
testing that only control for the Type I error are often called significance
tests.

• The power of a test is the probability of rejecting H0 when it is false. So
Power = 1− P(type II error). The purpose of a power calculation is to
determine whether or not a hypothesis test is likely to reject H0 in the event
that H0 is false, and the calculation is usually done before data is collected.
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Chapter 6

Correlation and Regression

• The methods of correlation and simple linear regression are used to analyze
bivariate data (collection of ordered pairs) in order to determine whether a
straight-line fit is appropriate, to compute the equation of such a line, and to
use it to draw inferences about the relationship between the two quantities.

• Let (x1, y1), . . . , (xn, yn) represent n points on a scatterplot. The corre-
lation coefficient denoted by r, is a numerical measure of the strength of
the linear relationship between two variables. First compute the means and
standard deviations of the x’s and y’s, then convert each x and y to z-scores,
then the correlation coefficient is the average of the products of the z-scores,
we have three different ways to express this: r = 1

n−1

∑n
i=1

(
xi−x
sx

)(
yi−y
sy

)
,

or also r =
∑n
i=1(xi−x)(yi−y)√∑n

i=1(xi−x)2
√∑n

i=1(yi−y)2
. One that is easiest when computing

by hand is r =
∑n
i=1 xiyi−nxy√∑n

i=1 x
2
i−nx2

√∑n
i=1 y

2
i−ny2

. The correlation coefficient is

often called the sample correlation and it is an estimate of the population
correlation. It can be used to construct confidence intervals and hypothesis
tests on the population correlation. The correlation coefficient is always
between −1 and 1. Positive values indicate a positive slope in the least
squares line, negative values indicate negative slope. Values towards the
ends indicate strong linear relationships and values close to 0 indicate a
weak linear relationship. If the points lie exactly on a horizontal and verti-
cal line, the cc is undefined. Whenever r 6= 0 then x and y are said to be
correlated. If r = 0, they are said to be uncorrelated. The cc remains un-
changed under each of the following operations: multiplying each value of
a variable by a positive constant, adding a constant to each value of a vari-
able, and interchanging the values of x and y. The cc should only be used
when the relationship is linear, otherwise the results can be misleading. The
cc is often misleading for data sets that contain outliers. Correlation is not
causation.

• Simple linear regression involves one independent variable and one de-
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pendent variable. Regression analysis involving two or more independent
variables is called multiple regression. The equation that describes how y
is related to x and an error term is called the regression model. The sim-
ple linear regression model is y = β0 + β1x + ε. β0 and β1 are called
the parameters of the model and ε is a random variable called the error
term. The simple linear regression equation is E(y) = β0 + β1x. E(y)
is the expected value (mean value) of y for a given value x. The estimated
simple linear regression equation is ŷ = b0 +b1x. ŷ is the estimated value
for y, it is a point estimator. We want a line that satisfies the least squares
criterion: min

∑
(yi − ŷi)2. yi is the observed value. ŷi is the estimated

value.

• When two variables have a linear relationship, the scatterplot tends to be
clustered around a line known as the least-squares line. Given points
(x1, y1), . . . , (xn, yn) the least-squares line is ŷ = β̂0 + β̂1x, where β̂1 =∑n

i=1(xi−x)(yi−y)∑n
i=1(xi−x)2

and β̂0 = y− β̂1x. The quantities β̂0 and β̂1 can be thought
of as estimates of a true slope β1 and a true intercept β0, and are called the
least-squares coefficients. For any x, ŷ = β̂0 + β̂1x is an estimate of the
quantity β0 + β1x and is called the fitted value.

• We let SST= total sum of squares =
∑

(yi − y)2. And SSR = sum of
squares due to regression =

∑
(ŷi − y)2. And SSE = sum of squares

due to error =
∑

(yi − ŷi)
2. We have that SST=SSR+SSE (think of a

picture!). How well does the estimated regression equation fit the data?
The following provides a measure of the goodness of fit. The coefficient of
determination is r2 =SSR/SST. When SSE is small, then r2 gets closer to
1, so much better fit.

• For each data point (xi, yi), the vertical distance to the point (xi, ŷi) on the
least squares line is ei = yi − ŷi is called the residual associated with the
point (xi, yi). The closer the residuals are to 0, the closer the fitted values
are to the observations and the better the line fits the data. By definition,
the least-squares line is the line where the sum

∑n
i=1 e

2
i is minimized.

• A collection of points follows a linear model if the x and y coordinates
are related through the equation yi = β0 + β1xi + εi, where εi is the error.
The errors are the differences between the yi and the values β0 + β1x. The
errors are the distances from the yi to the true line y = β0+β1x, whereas the
residuals are the vertical distances from the observed values yi to the LSL
ŷ. Linear models with only one independent variable are known as simple
linear regression models. Linear models with more than one independent
variable are called multiple regression models.

• Often, we assume that ε is a random variable with E(ε) = 0.The variance
of ε, denoted by σ2 is the same for all values of x. The variance of y about
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the regression line also equals σ2, for all x. The random variable y is a
normally distributed r.v. for each x.

• To test for a significant regression relationship, we must conduct a hypoth-
esis test to determine whether the value of β1 is zero. If it is zero, then there
is no linear relationship. So we test H0 : β1 = 0, H1 : β1 6= 0. These tests
require an estimate of σ2, the variance of ε in the regression model. Use
either the t-Test or F-Test. The mean square error MSE provides such
an estimate. s2 =MSE=SSE/(n − 2). Taking a square root

√
MSE, the

resulting s is called the standard error of the estimate.

• The properties of the distribution of b1, the least squares estimator of β1,
provide the basis for the hypothesis test. For the sampling distribution of
b1 we have that E(b1) = β1, and the standard deviation is σb1 = σ√∑

(xi−x)2

and is normal. The estimated standard deviation of b1 is sb1 = s√∑
(xi−x)2

• The t test for a significant relationship is based on the test statistic b1−β1
sb1

and
follows a t distribution with n − 2 degrees of freedom. If the H0 is true,
then β1 = 0 and t = b1/sb1 . So our test... H0 : β1 = 0, and H1 : β1 6= 0,
the test statistic is t = b1/sb1 . Reject H0 if p-value ≤ α, or if t ≤ −tα/2
or if t ≥ tα/2, where tα/2 is based on a t distribution with n− 2 degrees of
freedom.

• The F test provides the same conclusion, and is based off of two inde-
pendent estimates of σ2. We already mentioned how MSE is an estimate
for σ2, but if H0 : β1 = 0 is true, then the mean square regression
MSR = SSR

regression degrees of freedom is another estimate. For the models here,
the regression d.f. equals number of indep variables in model so MSR=

SSR
number of independent variables . As we’re only considering regression models with
1 indep. variable, we have that MSR=SSR. So ifH0 is true, then MSR/MSE
follows an F distribution and when β1 = 0, this value should be close to
1, however if H0 is false (β1 6= 0), the value of MSR/MSE will be inflated,
thus large values to to the rejection of H0 and hence leads to statistical
significance. The test statistic is F = MSR

MSE , and reject if p-value ≤ α, or
if F ≥ Fα, where Fα is based on an F dist with 1 degree of freedom in
numerator and n− 2 d.f in denominator.

• When we are using the estimated regression equation to estimate the mean
value of y or to predict an individual value of y, it depends on the given
value of x. We’ll use this notation: x? = the given value of indep var x,
y? = the random var. denoting the possible values of y when x = x?,
E(y?) = mean of dep var y when x = x?, ŷ? = b0 + b1x

? = the point
estimator of E(y?) and the predictor value of y? when x = x?.

• The estimate of the standard deviation of ŷ? is given by sŷ? = s
√

1
n

+ (x?−x)2∑
(xi−x)2
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CHAPTER 6. CORRELATION AND REGRESSION

• The confidence interval for E(y?) is given by ŷ? ± tα/2sŷ? . where the con-
fidence coefficient is 1− α and tα/2 is based on t dist with n− 2 d.f.

• The prediction interval for a particular y? is given by ŷ? ± tα/2spred where

spred = s
√

1 + 1
n

+ (x?−x)2∑
(xi−x)2

is an estimate of the standard deviation cor-
responding to the prediction value of y?.

• The least-squares line is the line that passes through the center of mass of
the scatterplot (x, y), with slope β̂1 = r(sy/sx), where r is the correlation
coefficient.
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